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Abstract—Compound flooding events arise when multiple flood
drivers—such as storm surge, tides, and extreme rainfall—interact
in space and time. These events are difficult to monitor in
real time because the relevant information is scattered across
numerical sensors, remote-sensing grids, hydrologic models, and
unstructured text such as reports and alerts. This paper presents
progress toward a Compound Flood Alert System that leverages a
Multimodal Hypercube-based Retrieval-Augmented Generation
(MHyCube-RAG) architecture to fuse text and physical data into
a unified retrieval and reasoning framework. We first summarize
the construction and failure of a text-only hypercube built from a
general ScienceDaily corpus, then describe the integration of multi-
source hydrometeorological datasets (IMERG, MRMS, NOAA
CO-OPS) into a multimodal hypercube. Preliminary evaluation
on a Compound Flooding QA dataset using GPT-40-mini shows
that the MHyCube-RAG system dramatically improves semantic
similarity, correctness, and completeness of answers compared
to both no-retrieval and unimodal text-only RAG baselines. We
conclude with a roadmap for turning this research prototype into
a real-time, explainable alerting system.

Index Terms—compound flooding, retrieval-augmented genera-
tion, MHyCube-RAG, hydrometeorology, explainable Al

I. INTRODUCTION

Compound flooding refers to flood events driven by the
interaction of multiple processes—such as coastal storm
surge, tides, river discharge, and intense rainfall—occurring
simultaneously or in close succession [1], [2]. When these
drivers overlap, they can produce higher water levels, longer-
lasting inundation, and larger spatial footprints than any single
driver alone, leading to substantial damages to infrastructure,
ecosystems, and communities [3], [4].

Despite advances in hydrologic and coastal modeling, stake-
holders such as emergency managers, utilities, and residents
still struggle to obtain timely and explainable information
about compound flood risk. Operational products exist for
individual drivers (e.g., tide gauges, rainfall estimates, storm
surge forecasts), but integrating and interpreting conflicting
signals across sources remains largely a manual and cognitively
heavy task.

Retrieval-Augmented Generation (RAG) offers a promising
path for combining large language models (LLMs) with external
knowledge bases [5]. However, standard RAG pipelines are

optimized for text-only retrieval and are poorly suited for the
multi-modal, spatio-temporal nature of compound flooding data

[6].

A. Problem Statement and Goal

Relevant information for compound flooding is distributed
across multiple heterogeneous modalities:

« Unstructured text: scientific literature, agency reports, news,
and alerts;

« Structured time series: water levels, discharge, and radar-
derived rainfall;

¢ Gridded remote-sensing products: satellite precipitation
and reanalysis fields;

« Model outputs: hydrologic and hydrodynamic simulation
results.

Traditional text-only RAG cannot natively handle these het-
erogeneous modalities. Conversely, purely numerical systems
lack the narrative and contextual grounding that text provides.

a) Goal: Develop a multimodal Hypercube-RAG
(MHyCube-RAG) system that unifies domain-relevant text
and sensor/model data into a single retrieval framework for
compound flooding analysis and real-time alerting.

B. Research Questions

This work is guided by four research questions:

1) RQ1 (Corpus Quality): How does the choice of text corpus
affect RAG performance for compound flooding Q&A?

2) RQ2 (Multimodal Fusion): Can MHyCube-RAG effec-
tively align text and physical data along shared dimensions
(e.g., location, time, event type) for retrieval?

3) RQ3 (Answer Quality): Does the multimodal MHyCube-
RAG improve correctness, completeness, and semantic
quality of answers compared to text-only RAG or no-
retrieval baselines?

4) RQ4 (Toward Alerts): What design patterns are needed to
turn MHyCube-RAG into an explainable alerting pipeline
for compound flooding?


https://github.com/FIU-MoRA-Lab/Hypercube-RAG-FIU/tree/main

II. BACKGROUND AND RELATED WORK
A. Compound Flooding

Recent studies in hydrology and coastal engineering highlight
the importance of jointly modeling tide, surge, river discharge,
and precipitation when estimating flood risk in low-lying coastal
regions [1], [4]. Compound events often produce non-linear
impacts and are expected to become more frequent under
climate change scenarios due to sea-level rise and more intense
rainfall [3]. This motivates decision-support tools that can
reason about multiple drivers simultaneously and communicate
that reasoning clearly.

B. Retrieval-Augmented Generation and Geo-RAG

RAG constrains LLMs by grounding their responses in
external knowledge bases [S]. Conventional RAG focuses
on textual documents, retrieving relevant passages via dense
or sparse retrieval before generation. Geo-RAG frameworks
extend this idea to geoscience settings, retrieving rasters, digital
elevation models, and equations while enforcing physics and
domain rules during reasoning [6].

C. Hypercube-RAG

Hypercube-RAG organizes data into multi-dimensional “hy-
percubes” keyed by axes such as location, time, variable type,
and data source [5]. It excels at aligning structured geoscience
data, while a RAG front-end uses that structure to retrieve
coherent slices for a given query. This combination naturally
supports multimodal storage (text, sensors, rasters) and dynamic
Al reasoning, making it a promising substrate for compound
flooding applications.

III. SYSTEM OVERVIEW

Figure 1 illustrates the conceptual Compound Flood Alert
System built on MHyCube-RAG. The system comprises four
major components:

1) Ingestion and Hypercube Construction: Pulls data from
multi-source feeds (sensor APIs, satellite products, docu-
ment streams) and encodes them into a shared hypercube
index keyed by location, time, data type, and source.

2) Retriever: Given a query with spatial and temporal context,
retrieves relevant slices of both text and physical data.

3) Reasoner and Conflict Checker: Uses LLM-based rea-
soning plus domain heuristics to synthesize answers, check
cross-source consistency (e.g., rainfall vs. water level), and
flag disagreements.

4) Alert Layer: Translates retrieval outputs into human-facing
alerts explaining why risk is elevated and logs decisions for
backtesting.

IV. DATA ACQUISITION AND ENGINEERING

The robustness of the MHyCube-RAG system depends on
the volume and integrity of its underlying multimodal data.
This project developed high-throughput, automated pipelines
capable of processing and synchronizing over 1.5 million data
points for the Florida coastal region.
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Fig. 1. Conceptual overview of the Compound Flood Alert System. Multi-
source data are ingested into a shared hypercube, enabling multimodal retrieval,
reasoning, conflict checking, and alert generation.

A. Textual Data and QA Construction

1) ScienceDaily Corpus and Domain Mismatch: The initial
corpus consisted of 19,456 articles scraped from ScienceDaily.
However, a keyword-density analysis revealed that only 921
articles (==4.7%) contained hydrology-specific terminology,
creating a ‘“noisy retriever” problem in which the LLM
frequently retrieved irrelevant medical abstracts due to shared
generic terms such as “flow.”

2) Peer-Reviewed Literature Integration: To mitigate corpus
noise, the textual database was upgraded by integrating a
curated collection of peer-reviewed research articles focused
specifically on compound flooding methodologies and risk
assessments. The system indexes this literature across three
key methodological dimensions:

o Compound Drivers: Explicit categorization of flood
interactions—fluvial (riverine), pluvial (rainfall), and coastal
(surge/tide) mechanisms [7], [8], [9].

« Numerical Models: Contextual grounding in standard hydro-
dynamic simulation tools (e.g., ADCIRC, SWAT, SCHISM,
D-FLOW FM) [10], [11], [12], [13], [14], [15], [16], [17].

« Statistical Methods: Probabilistic frameworks for joint risk
assessment, including Joint Probability Methods (JPM) [18],
[2], [19], Copula functions [20], [21], [22], and peak-over-
threshold (POT) analysis [23], [24], [25], [26].

By injecting targeted literature into the Hypercube-RAG
semantic space, the LLM gains the precise scientific vocabulary
required to explain raw numeric sensor data, shifting output
from general summaries to rigorous hydrodynamic reasoning.

3) Expert-Curated Compound Flooding QA Dataset: A
domain-specific QA dataset was manually synthesized from
NOAA Technical Reports and a broad spectrum of extreme-
event case studies (e.g., Hurricane Harvey, Hurricane Irma, and
localized Gulf Coast events) [27], [28], [29], [30], [31], [32],
[33] to serve as a rigorous evaluation benchmark. The final
dataset comprises 300 questions divided into two categories:

Mechanistic questions (150): designed to test understanding
of complex, non-linear physical interactions, e.g.:

e “How does tidal phase influence the drainage efficiency of
pluvial runoff in low-lying coastal urban centers?”



Predictive and spatiotemporal questions (150): force the
system to retrieve, align, and evaluate specific numeric sensor
data for localized risk assessments, e.g.:

e “Based on localized precipitation and tidal anomalies, will
compound flooding occur on April 24, 2024?”
e “Did the water level at South Port Everglades reach critical

flood thresholds during the severe rainfall event on June 12,
2024?27

B. Physical Data: Multimodal Sensor Integration

Three primary physical datasets were integrated via auto-
mated API fetchers developed for this project, leveraging cloud
architectures like Google Earth Engine [34] for planetary-scale
geospatial processing prior to ingestion.

1) NASA IMERG (GPM) Precipitation: The Integrated
Multi-satellitE Retrievals for GPM (IMERG) Early Run
product was used [35]. Nearest-neighbor spatial extraction
aligned satellite pixels with CO-OPS station coordinates, and
the NetCDF4 multidimensional arrays were flattened into a
searchable temporal index within the hypercube.

2) NOAA MRMS (Radar-Derived Precipitation): The Multi-
Radar Multi-Sensor (MRMS) system [36] provided high-
resolution (1 km) ground truth used to validate satellite precip-
itation estimates.

3) NOAA CO-OPS (Water Levels): Water level data were
retrieved from 23 Florida tide stations [37], serving as the
spatial anchor for the entire multimodal pipeline.

C. The Data Refinery and Multi-Scale Alignment

A significant engineering effort was dedicated to the 1.5M-
Row Data Alignment Pipeline. Table I summarizes the raw
ingestion scale before and after the refinery process.

1) Temporal Resampling: Because sensors operate at dif-
ferent frequencies (6-min for tide gauges, 30-min for satellite,
2-min for radar), a linear interpolation algorithm aligns all
sensors to a unified 30-minute state, ensuring a physically
consistent environmental snapshot at every timestamp.

2) Spatial Averaging and Station Anchoring: To condense
the 1,051,200 raw IMERG grid points into final daily rows,
a Spatial Averaging Kernel was applied. For each CO-OPS
station, all grid cells within a 15-mile radius were identified and
a weighted-average precipitation rate computed. This process
(i) resolved the scale gap between 10km satellite pixels and
point sensors, (ii) mitigated sensor-noise speckle inherent in
raw satellite data, and (iii) produced the final synchronized
CSV used for RAG retrieval.

V. EXPLORATORY DATA ANALYSIS

This section summarizes exploratory data analysis (EDA) for
both the physical datasets and the textual corpora used in the
multimodal MHyCube-RAG prototype. The physical data were
aggregated into a unified structure aligning half-hourly water
level, precipitation, and wind-speed observations across 23
Florida stations. The textual data underwent rigorous filtering
to ensure high domain relevance.

TABLE I
DATA REFINERY PIPELINE: RAW INGESTION TO SYNCHRONIZED
HYPERCUBE
Dataset Raw Rows (Ingestion) Refined Rows/Day
IMERG (NASA) 1,051,200 (gridded) 1,104
MRMS (NOAA) 443,142 (high-res) 1,104
CO-OPS (NOAA) 35,478 (point) 1,104

Total 1,529,820 Unified Multimodal State

A. Physical Sensor Data EDA

1) Dataset Overview: Table II provides a high-level descrip-
tion of the unified physical dataset and its role in evaluating
compound flooding scenarios.

TABLE 11
OVERVIEW OF THE AGGREGATED PHYSICAL DATASET

Variable Description

Water Level Half-hourly observations (m, MLLW) from
NOAA coastal tide gauge stations.
Aggregated precipitation rates (mm/hr) sam-

pled at tide gauge locations.

Precipitation

Wind Speed Associated wind speed observations (m/s) at
station locations.
Purpose Provide real-world physical context (surge

+ rainfall + wind) to support multimodal
retrieval.

Spatial Scope 23 NOAA CO-OPS stations across Florida.

Temporal Scope Aggregated daily observations for calendar

year 2024.

2) Univariate Analysis: Table III summarizes descriptive
statistics for the three primary physical variables. The dataset
comprises over 400,000 half-hourly observation windows,
capturing a robust baseline of Florida’s coastal dynamics for
2024.

TABLE III
DESCRIPTIVE STATISTICS FOR THE AGGREGATED PHYSICAL DATASET

Statistic Water Level (m) Precip (mm/hr) Wind (m/s)

Count 403,409 404,064 314,627
Mean 0.560 0.185 3.736
Std Dev 0.381 0.956 2.294
Min —0.888 0.000 0.000
Max 3.983 37.445 33.000
Missing 655 0 89,437

a) Data Completeness and Missing Value Handling:
Spatial precipitation data are entirely complete (0 missing
values), owing to continuous radar and satellite estimation.
Water level observations exhibit high reliability, with only
655 missing records (=0.16%) attributable to expected sensor
downtime. Wind speed records lack 89,437 entries—primarily
because not all 23 CO-OPS stations are equipped with



active anemometers, and installed sensors may fail during
extreme wind events. For MHyCube-RAG ingestion, missing
observations are retained as nulls rather than interpolated,
ensuring the retrieval system accurately reflects real-world
sensor sparsity.

b) Water Level Observations: Water levels fluctuate
around a mean of 0.560 m (MLLW), with extremes reaching
nearly 4m during localized surge events. The empirical
distribution and daily mean time series are shown in Figure 2.
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Fig. 2. Water Level EDA: (top) histogram of observations (m, MLLW);
(bottom) daily aggregated mean across all 23 stations.

c) Precipitation Rate: Figure 3 shows the precipitation
characteristics. Despite a low overall mean (0.185 mm/hr), the
log-scaled distribution reveals a long tail of high-intensity
rainfall (peaks up to 37.445 mm/hr). This skewed distribution is
typical of Florida’s climate—predominantly dry, but punctuated
by extreme convective or cyclonic downpours—making it
critical for compound flooding analysis.

d) Wind Speed: Wind serves as a primary driver of storm
surge. The dataset captures extremes up to 33.0 m/s (=74 mph,
hurricane force). Figure 4 visualizes the distribution and daily
mean wind speed variation.

3) Joint Analysis: Precipitation vs. Water Level: Understand-
ing compound flooding requires investigating the co-occurrence
of high coastal water levels and extreme precipitation. Figure 5
visualizes this relationship. The upper-right quadrant of the
scatter plot represents high-risk compound flooding events
where both variables are simultaneously elevated.

4) Extreme Events and Compound Dynamics: Table IV
highlights the top localized precipitation anomalies recorded
across the 23 stations in 2024. These dates correspond closely to
significant historical events, including the severe South Florida
flash floods of mid-June (Invest 90L) and the landfall impacts
of Hurricane Milton on October 9 in the Tampa Bay region.

Fig. 3. Precipitation EDA: (top) log-scaled distribution of precipitation rates
(mm/hr); (bottom) daily aggregated mean.
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Fig. 4. Wind Speed EDA: (top) distribution of wind speed observations (m/s);
(bottom) daily aggregated mean.

A cross-correlation and lag analysis was performed to
quantify the delay between meteorological forcing (heavy
rainfall and extreme wind) and subsequent peak coastal water
levels. Figure 6 illustrates these lagged relationships; accurately
capturing this delay is critical for retrieving relevant pre-event
context in the RAG pipeline.

The spatial distribution of extreme surge anomalies and
maximum rainfall combinations is additionally embedded in an
interactive geospatial map (florida_storm_map.html),
enabling station-level querying during system evaluation.



Joint EDA: Precip vs Water Level (Corr: 0.049)
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Fig. 5. Scatter plot of precipitation rate (mm/hr) vs. water level (m), illustrating
the joint occurrence space of the two primary compound flooding drivers.

TABLE IV
ToP PRECIPITATION EVENTS RECORDED ACROSS 23 CO-OPS STATIONS
(2024)
Station Name Date Max Rate (mm/hr)
South Port Everglades, FL. ~ 2024-06-12 384.49
St. Petersburg, FL 2024-10-09 383.72
Port Manatee, FL. 2024-10-09 381.26
Clearwater Beach, FL. 2024-10-09 367.35
Old Port Tampa, FL. 2024-10-09 365.59
Virginia Key, FL 2024-06-12 360.24
Cedar Key, FL 2024-08-05 333.03

Impact of Lagged Weather on Water Anomaly
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Fig. 6. Lagged impact heatmap showing the temporal correlation between
wind/precipitation events and subsequent peaks in coastal water levels.

B. Textual Corpus EDA

1) Baseline Corpus (ScienceDaily): Domain Mismatch:
The initial knowledge base comprised 19,455 articles scraped
from ScienceDaily. A categorical relevance analysis (Table V,
Figure 7) revealed a severe domain mismatch: the vast majority
of articles belonged to Biology (8,419), Environment, and
Animals. Only 921 articles (=4.7%) contained sufficient
hydrology, meteorology, or coastal dynamics terminology to
be considered relevant. This quantifies the “noisy retriever”
problem and directly motivated the shift to a curated academic
corpus.
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Fig. 7. Top 10 categories in the baseline ScienceDaily corpus, highlighting
the dominance of non-hydrological domains.

TABLE V
CATEGORICAL BREAKDOWN OF THE SCIENCEDAILY CORPUS
(N = 19,455)
Metric Classification Count
Relevance Relevgm (Hydrology, Storms, 921
Flooding)
Irrelevant (Biology, Medical, Gen- 18,534
eral)
Biology 8,419
Environment 2,583
Top Categories Animals 1,520
Climate 1,314
Geography 1,206

2) Curated Literature EDA: Table VI characterizes the dis-
tribution of methodologies and physical drivers within the peer-
reviewed corpus (N = 278). The literature is well-balanced
between numerical and statistical frameworks, with 79 papers
employing coupled approaches. The corpus overwhelmingly
focuses on coastal interactions—the convergence of fluvial
and pluvial forcing with coastal surge—mirroring the physical
sensor data from NOAA CO-OPS target stations.

3) Corpus Normalization and Embedding Strategy: Sci-
entific PDFs are inherently unstructured, containing multi-
column layouts, tables, and complex citation formatting that
can degrade LLM comprehension. The 31 most critical core
methodology papers were converted into a unified, flattened
Markdown corpus (flooding_research_corpus.md),



TABLE VI
METHODOLOGY AND DRIVER SUMMARY, CURATED LITERATURE

(N = 278)
Category Classification Papers
Purely Numerical 102
Methodology Purely Statistical 95
Coupled (Numerical + Statistical) 79
Fluvial + Coastal 83
Compound Drivers  Pluvial + Coastal 80
Fluvial + Pluvial + Coastal 44
ADCIRC 36
Numerical Models HEC-RAS 28
SWAN 15
Joint Probability Method (JPM) 91
Statistical Methods ~ Copula Functions 50
Peak Over Threshold (POT) 37

with each article strictly delineated by a programmatic delimiter
to maintain document-level provenance.

Exploratory parsing revealed a total of 333,964 words across
the 31 documents, with an average article length of 10,773
words (Figure 8).
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Fig. 8. Distribution of article lengths (word counts) in the normalized
Markdown corpus.

Crucially, Markdown conversion preserves hierarchical struc-
ture (e.g., ## Abstract, ## 1 | INTRODUCTION), en-
abling header-based chunking rather than arbitrary character-
count splits. By partitioning 10,000-word texts along semantic
boundaries, generated embeddings retain higher contextual
density—when a query targets specific hydrodynamic models,
the system can extract the methodology chunk of a relevant
paper without retrieving noisy introduction sections, optimizing
the token payload delivered to the LLM context window.

C. Cross-Dataset Synthesis

Table VII summarizes the key synthesis points bridging phys-
ical and textual EDA findings. The unification of quantitative
extreme events and rigorous qualitative methodologies sets the
stage for context-aware, multimodal generation.

TABLE VII
CROSS-VARIABLE INSIGHTS BRIDGING PHYSICAL AND TEXTUAL
DATASETS
Finding Interpretation

Rainfall Distribution Highly skewed: predominant dry periods

punctuated by high-intensity bursts.
Clear cyclic tidal patterns combined with
broader aperiodic surge events.

Tidal & Surge Variability
Historical Verification Physical data successfully isolates verified
extreme events (Hurricane Milton, Invest
90L), aligning directly with indexed case
studies in the curated literature.
Temporal Lags Observed delays between peak rain-
fall/wind and peak surge define the tempo-
ral search boundaries for RAG retrieval.
Enables the system to retrieve and reason
over synchronized, multi-sensor physical
features rather than relying solely on tex-
tual descriptions.

Multimodal RAG Impact

VI. ARCHITECTURAL EVOLUTION AND EVALUATION
METHODOLOGY

The multimodal MHyCube-RAG system underwent two
distinct architectural iterations to optimize integration of
physical sensor data with semantic textual data. This evolution
necessitated a corresponding shift in evaluation methodology,
as traditional NLP metrics proved insufficient for assessing
highly dynamic, context-aware responses.

A. Iteration 1: Direct Dimensional Embedding

The initial approach integrated physical sensor data directly
into the retrieval space by appending normalized numeric
vectors as additional dimensions within the hypercube, fused
with semantic text vectors. While evaluation metrics showed
high Correctness and Completeness—because vector proximity
to extreme-event representations consistently retrieved relevant
documents—the architecture suffered significant drawbacks in
explainability and groundedness. By mathematically fusing
numeric data into semantic embeddings, the distinct boundary
between physical facts and textual descriptions was blurred,
preventing the LLM from tracing its reasoning back to specific
sensor readings.

B. Iteration 2: Decoupled Multimodal Retrieval

To resolve the explainability deficit, the architecture was
revised into a decoupled, pointer-based methodology. The
hypercube was reserved strictly for text and metadata em-
beddings. When a query entered the system, the hypercube
identified relevant spatial and temporal boundaries (dates and
locations), which were then used as deterministic pointers to
query the master physical CSV file dynamically. Retrieved
textual documents and exact sensor readings were passed side-
by-side into the LLM’s context window.

This separation of modalities yielded extraordinary results:
the system could cite precise measurements alongside historical
text rather than inferring physical context from vector-space
proximity. However, the resulting responses were so detailed



and contextually rich that they frequently exceeded the quality
of static “gold” answers, causing rigid exact-match evaluation
metrics to penalize the system for generating novel, accurate
insights.

C. A Novel Weighted Quality Evaluation Framework

A new evaluation methodology was developed to score the
intrinsic quality, reliability, and utility of generated answers
without relying on a strict 1-to-1 comparison with static ground
truth. An LLM-as-a-Judge framework decomposes responses
into verifiable claims and scores them across five dimensions.
Let g denote the user query, c the retrieved context (text +
sensor data), and g the generated response; NV is the evaluation
sample size.

1) Groundedness (Grnd): Measures the proportion of gener-
ated claims (Cj) explicitly supported by the retrieved context:

1G]
Z I(supported(cy s, ¢))
Grnd(g,c) = =2

; ey
|Cy]
where I(-) is an indicator returning 1 if claim ¢, ; is traceable
to a CSV reading or textual passage.

2) Correctness (Corr): Evaluates factual accuracy and
logical consistency of each generated claim:

|Cy
Z I(factually_accurate(cy,;))

i=1

Corr(g) =

)
|Cy]
This ensures numeric values are interpreted correctly (e.g.,
recognizing a 3.9 m surge as “severe”) and that no physical

impossibilities are introduced.
3) Completeness (Comp): Assesses whether all facets of
the user’s query intent (/) are addressed:
_ Ny

Comp(g,q) = —+—,

3
| ©

where I, is the set of query intents successfully addressed in
g.
4) Reference Coverage (Cov): Quantifies how actively the

generated response draws on retrieved multimodal data:

|Dyet N Deiged|
Cov(g,c) = ———,
(g ) ‘Dret|

where D,¢; and D, ;q are the sets of retrieved and explicitly
cited data points, respectively.

5) Source Usefulness (Use): Evaluates the precision of the
hypercube retrieval pipeline itself:

“

lc|
g relevance_score(c;, q)

Use(e,q) = 2=

; (&)

]

where relevance_score € [0,1] measures the independent
utility of each retrieved chunk c;.

6) Overall Weighted Quality (OverallQ): The five metrics
are combined into a single summative score, with weights
reflecting compound flooding priorities (e.g., heavily penalizing
ungrounded hallucinations):

Qr = wy Grndg+wy Corry+ws Compp+wy Covg+ws Usey,

(6)
with Zle w; = 1 and empirical weights w; = 0.30, wy =
0.25, wsz = 0.20, wy = 0.15, ws = 0.10. The aggregate system
performance over N queries is:

N
Overall@Q = % Z Qr - @)
k=1

VII. RESULTS
A. Comparative Performance Overview

Table VIII presents benchmarks across three system con-
figurations. While GPT-40-mini alone possesses strong con-
versational capabilities, it lacks the specificity required for
operational flood alerting. Incorporating the multimodal hyper-
cube yielded dramatic improvements: 96.0% Correctness and
94.7% Completeness on domain-specific queries, decisively
outperforming both the no-RAG baseline and the unimodal
text-only configuration.

TABLE VIII
CROSS-CONFIGURATION PERFORMANCE SUMMARY

Metric No RAG Unimodal Multimodal
F1 Score (%) 10.0 10.0 8.9
Semantic Similarity 26.9% 26.1% 72.6%
Correctness 5.6% 5.3% 96.0 %
Completeness 69.2% 67.3% 94.7 %

B. Iteration 2 Failure Analysis: The Zero-Score Anomaly

A significant technical complication arose during Iteration
2 evaluation: multiple configurations returned scores of zero
across several quality dimensions. Investigation identified this
as a metric-logic conflict—the automated evaluation script
used rigid exact-match parameters incompatible with the richer,
more descriptive RAG-augmented responses. Two refinements
were required for Iteration 3:

1) Evaluation overhaul: Transitioning from rigid word-
matching to the LLM-as-a-Judge framework to accommo-
date generative variance.

2) Context reformatting: Redesigning how sensor data were
presented to the model to ensure outputs remained within
parseable bounds of the scoring rubric.

C. Iteration 3: Weighted Quality Dimensions

For the final evaluation iteration (/N = 150), the weighted
rubric assessed system readiness for decision support. Table IX
shows the results. The most critical advance was in Ground-
edness and Source Usefulness: the base model achieved a
Groundedness score of 60.00%, while the MHyCube-RAG



achieved 98.00 % —meaning nearly every claim was tethered
to a specific physical sensor ID or verified timestamp within
the hypercube.

TABLE IX
ITERATION 3 WEIGHTED EVALUATION RESULTS (/N = 150)

Metric (Weight) Base Text HC  Multimodal
Correctness (25%) 99.73 99.47 99.47
Reference Coverage (15%)  98.00 99.20 98.93
Completeness (20%) 99.47 99.33 99.33
Groundedness (30%) 60.00 98.00 98.00
Source Usefulness (10%) 60.00 97.87 97.73
Overall Quality 99.47 99.33 99.33

D. Predictive Task Benchmarking

The system’s forecasting capability was evaluated on a spe-
cialized Prediction QA dataset. The multimodal configuration
achieved a Gold Coverage of 63.03%, substantially above the
baseline’s 39.38%. The Overall Quality score for predictive
tasks reached 62.00% in the multimodal setup, indicating the
model actively utilizes integrated sensor data to anticipate
environmental states rather than relying on generalized internal
patterns.

VIII. DISCUSSION
A. Qualitative Case Studies

A qualitative review of prediction-based tasks illustrates the
quantitative metrics presented in Section VII and demonstrates
the progression from baseline hallucination to physics-aware
reasoning.

o The Grounding Gap (Base LLM Failure): When queried
about future flood states (e.g., “Will the FIU Biscayne
Bay Campus experience compound flooding on October
3, 2024?”), the baseline model predictably deferred: “I
cannot provide a specific prediction...as it requires real-
time data.” This reflects a 0% Gold Coverage on prediction
tasks—without the hypercube, the Al operates in a vacuum,
rendering it useless for operational alerting.

o Sensor Blindness (Unimodal Text-Only Failure): The text-
only RAG configuration retrieved definitions of backwater
mechanisms when asked about the Miami River on August
15, 2024, but failed to predict the outcome: “... it remains
uncertain whether the forecasted tropical depression will
indeed cause backwater flooding.” The text corpus functions
as a textbook—teaching concepts but failing to supply the
numerical data required to execute physical logic.

o Physics-Aware Reasoning (Multimodal Success): The
MHyCube-RAG exhibited clear physics-aware reasoning
when evaluating potential canal overflows in Florida City.
The model explicitly extracted the temporal data slice, cited a
maximum water level of 0.408 m and precipitation of 22 mm,
and logically concluded that the combination fell below the
threshold for overtopping. This explicit citation mechanism

drove the 98.00% Groundedness and 96.0% Correctness
scores.

B. Key Insights and Limitations

a) Justification of Results: The transition from 5.3%
correctness in Iteration 1 to 96.0% in Iteration 3 validates
the project’s multidimensional architecture. Low F1 scores
across all configurations (typically below 15%) are an artifact
of generative variance; the high Semantic Similarity (72.6%)
confirms the multimodal configuration captures the physical
“spirit” of compound flooding events.

b) Reflection on the Grounding Gap: A critical finding
is the disparity between conversational fluency and evidentiary
grounding. The baseline model produced high Overall Quality
(99.47) but low Groundedness (60.00), demonstrating that
LLMs can generate “plausible” flooding narratives that are
factually unanchored. The MHyCube-RAG system corrects
this by forcing citation of specific NASA IMERG and NOAA
CO-OPS values, bridging Al intuition and physical reality.

c) System Sensitivity: RAG performance proved highly
sensitive to context formatting. The shift from dense JSON
sensor dumps to clear, text-pointer-based CSV references in It-
eration 3 was the primary driver of increased Source Usefulness.
Future work should explore Vision-RAG to incorporate real-
time satellite imagery, potentially increasing Gold Coverage
beyond the current 63% threshold.

C. Summary of Findings

The project successfully fulfilled its primary goal: the
creation of a domain-aware RAG system. By anchoring
retrieval in a multidimensional hypercube, this work provides a
blueprint for explainable Al that can reliably support emergency
managers with accurate, context-rich compound flood analysis.

IX. FUTURE WORK AND ROADMAP

With the core MHyCube-RAG architecture validated, future
development will focus on transitioning the framework from a
research environment to an operational decision-support tool.

1) Short-Term Priorities:

« Real-Time API Pipeline: Fully automating the Data Refinery
to ingest, resample, and synchronize live API feeds from
NASA GES DISC and NOAA CO-OPS for continuous, 24/7
hypercube updates.

« Interactive Dashboarding: Developing a GIS dashboard
allowing emergency managers to query specific locations,
visualize anchored sensor conditions, and inspect the AI’s
step-by-step physical reasoning.

« Spatial Expansion: Scaling spatial anchors beyond the 23
Florida tide gauges to cover the broader Gulf Coast and
Eastern Seaboard.

2) Long-Term Extensions:

« Vision-RAG Integration: Incorporating real-time satellite
imagery and inundation maps via CLIP-style vision-language
models [38], [39], enabling the Al to cross-reference numer-
ical sensor data with visual flood extents.



« Decadal Case-Based Reasoning: Expanding the hypercube
temporally to span multiple years or decades, allowing real-
time storms to be compared against historical analogs (e.g.,
contrasting a live hurricane against 2017’s Hurricane Irma).

o Physics-Informed Neural Surrogates: Coupling the
MHyCube-RAG retriever with physics-informed neural
networks (PINNs) to run rapid, localized hydrodynamic
simulation scenarios on the fly.

« Human-in-the-Loop Evaluation: Partnering with domain
experts and hydrologists to score generated explanations for
operational usefulness, augmenting the automated LLM-as-
a-Judge framework.

X. CONCLUSION

This research successfully developed and validated a physics-
aware Multimodal Hypercube-RAG system, addressing the
critical “grounding gap” that limits the utility of standard large
language models in geoscientific applications.

Initial iterations demonstrated that unimodal, text-only
retrieval systems—even with targeted corpora—are insufficient
for compound flooding analysis, as they suffer from sensor
blindness and frequently hallucinate physical states. To over-
come this, a robust Data Refinery pipeline condensed over 1.5
million raw, multi-scale meteorological and coastal data points
(IMERG, MRMS, CO-OPS) into a synchronized, station-centric
hypercube.

By integrating a physics-aware reasoner and conflict checker,
the final system forced the generative model to constrain
its logic against physical sensor truths. This architectural
breakthrough yielded a 96.0% Correctness rate and a 98.00%
Groundedness score on rigorous compound flooding evalua-
tions, decisively outperforming all baseline configurations.

Ultimately, this project demonstrates that Al can serve as
a highly reliable scientific reasoning engine when properly
anchored to physical data structures. The resulting framework
provides a scalable, explainable, and data-driven alerting
blueprint for communities facing the increasingly complex
hazard of compound flooding.

REFERENCES

[1] P. J. Ward, A. Couasnon, D. Eilander, I. D. Haigh, A. Hendry, S. Muis,
T. I. Veldkamp, H. C. Winsemius, and T. Wahl, “Dependence between
high sea-level and high river discharge increases flood hazard in global
deltas and estuaries,” Environmental Research Letters, vol. 13, no. 8, p.
084012, 2018.

R. Jane, L. Cadavid, J. Obeysekera, and T. Wahl, “Multivariate statistical
modelling of the drivers of compound flood events in South Florida,”
Natural Hazards and Earth System Sciences, vol. 20, no. 10, pp. 2681—
2699, 2020.

C. Wobus, J. Porter, M. Lorie, J. Martinich, and R. Bash, “Climate
change, riverine flood risk and adaptation for the conterminous United
States,” Environmental Research Letters, vol. 16, no. 9, p. 094034, 2021.
A. Gori, N. Lin, D. Xi, and K. Emanuel, “Tropical cyclone climatology
change greatly exacerbates US extreme rainfall-surge hazard,” Nature
Climate Change, vol. 12, no. 2, pp. 171-178, 2022.

J. Shi, S. Zhou, B. Jin, W. Hu, R. Tian, S. Wang, G. Narasimhan,
and J. Han, “Hypercube-based retrieval-augmented generation for
scientific question-answering,” 2025. [Online]. Available: https:

//arxiv.org/abs/2505.19288
R. Yu, S. Luo, R. Ghosh, L. Li, Y. Xie, and X. Jia, “RAG for

geoscience: What we expect, gaps and opportunities,” 2025. [Online].
Available: https://arxiv.org/abs/2508.11246

[2

—

[3]

[4

=

[5]

[6]

[7]

[8]

[9]

(10]

[11]

[12]

[13]

[14]

[15]

[16]

[17]

[18]

[19]

[20]

[21]

[22]

[23]

[24]

[25]

S. L. Dykstra and B. Dzwonkowski, “The role of intensifying precipitation
on coastal river flooding and compound river-storm surge events,
Northeast Gulf of Mexico,” Water Resources Research, vol. 57, no. 11,
p. €2020WR029363, 2021.

J. Joyce, N.-B. Chang, R. Harji, T. Ruppert, and P. Singhofen, “Cascade
impact of hurricane movement, storm tidal surge, sea level rise and
precipitation variability on flood assessment in a coastal urban watershed,”
Climate Dynamics, vol. 51, no. 1, pp. 383—409, 2018.

M. Preisser, P. Passalacqua, R. P. Bixler, and J. Hofmann, “Intersecting
near-real time fluvial and pluvial inundation estimates with sociode-
mographic vulnerability to quantify a household flood impact index,”
Hydrology and Earth System Sciences, vol. 26, no. 15, pp. 3941-3964,
2022.

P. Bacopoulos, Y. Tang, D. Wang, and S. C. Hagen, “Integrated
hydrologic-hydrodynamic modeling of estuarine-riverine flooding: 2008
Tropical Storm Fay,” Journal of Hydrologic Engineering, vol. 22, no. 8,
p. 04017022, 2017.

T. Leijnse, M. van Ormondt, K. Nederhoff, and A. van Dongeren,
“Modeling compound flooding in coastal systems using a computationally
efficient reduced-physics solver: Including fluvial, pluvial, tidal, wind-and
wave-driven processes,” Coastal Engineering, vol. 163, p. 103796, 2021.
M. Loveland, A. Kiaghadi, C. N. Dawson, H. S. Rifai, S. Misra,
H. Mosser, and A. Parola, “Developing a modeling framework to simulate
compound flooding: When storm surge interacts with riverine flow,”
Frontiers in Climate, vol. 2, p. 609610, 2021.

F. Pefia, F. Nardi, A. Melesse, J. Obeysekera, F. Castelli, R. M.
Price, T. Crowl, and N. Gonzalez-Ramirez, “Compound flood modeling
framework for surface—subsurface water interactions,” Natural Hazards
and Earth System Sciences, vol. 22, no. 3, pp. 775-793, 2022.

T. Ray, E. Stepinski, A. Sebastian, and P. B. Bedient, “Dynamic modeling
of storm surge and inland flooding in a Texas coastal floodplain,” Journal
of Hydraulic Engineering, vol. 137, no. 10, pp. 1103-1110, 2011.

Y. P. Sheng, V. A. Paramygin, K. Yang, and A. A. Rivera-Nieves, “A
sensitivity study of rising compound coastal inundation over large flood
plains in a changing climate,” Scientific Reports, vol. 12, no. 1, p. 3403,
2022.

T. A. Stephens, G. Savant, S. C. Sanborn, C. M. Wallen, and S. Roy,
“Monolithic multiphysics simulation of compound flooding,” Journal of
Hydraulic Engineering, vol. 148, no. 9, p. 05022003, 2022.

C. M. Thompson and T. G. Frazier, “Deterministic and probabilistic flood
modeling for contemporary and future coastal and inland precipitation
inundation,” Applied Geography, vol. 50, pp. 1-14, 2014.

F. P. Ho and V. A. Myers, “Joint probability method of tide frequency
analysis applied to Apalachicola Bay and St. George Sound, Florida,”
NOAA Technical Report, 1975.

H. Kim, G. Villarini, R. Jane, T. Wahl, S. Misra, and A. Michalek, “On
the generation of high-resolution probabilistic design events capturing
the joint occurrence of rainfall and storm surge in coastal basins,”
International Journal of Climatology, vol. 43, no. 2, pp. 761-771, 2023.
A. Couasnon, A. Sebastian, and O. Morales-Napoles, “A copula-based
Bayesian network for modeling compound flood hazard from riverine
and coastal interactions at the catchment scale: An application to the
Houston Ship Channel, Texas,” Water, vol. 10, no. 9, p. 1190, 2018.
B. Bass and P. Bedient, “Surrogate modeling of joint flood risk across
coastal watersheds,” Journal of Hydrology, vol. 558, pp. 159-173, 2018.
R. Phillips, S. Samadi, D. Hitchcock, M. Meadows, and C. Wilson, “The
devil is in the tail dependence: An assessment of multivariate copula-
based frameworks and dependence concepts for coastal compound flood
dynamics,” Earth’s Future, vol. 10, no. 9, p. e2022EF002705, 2022.

V. M. Santos, T. Wahl, R. Jane, S. K. Misra, and K. D. White, “Assessing
compound flooding potential with multivariate statistical models in a
complex estuarine system under data constraints,” Journal of Flood Risk
Management, vol. 14, no. 4, p. e12749, 2021.

R. Jane, T. Wahl, V. M. Santos, S. K. Misra, and K. D. White, “Assessing
the potential for compound storm surge and extreme river discharge events
at the catchment scale with statistical models: Sensitivity analysis and
recommendations for best practice,” Journal of Hydrologic Engineering,
vol. 27, no. 3, p. 04022001, 2022.

D. F. Munoz, P. Abbaszadeh, H. Moftakhari, and H. Moradkhani,
“Accounting for uncertainties in compound flood hazard assessment: The
value of data assimilation,” Coastal Engineering, vol. 171, p. 104057,
2022.


https://arxiv.org/abs/2505.19288
https://arxiv.org/abs/2505.19288
https://arxiv.org/abs/2508.11246

[26]

[27]

(28]

[29]

[30]

[31]

[32]

S. D. Meyers, S. Landry, M. W. Beck, and M. E. Luther, “Using logistic
regression to model the risk of sewer overflows triggered by compound
flooding with application to sea level rise,” Urban Climate, vol. 35, p.
100752, 2021.

J. M. Torres, B. Bass, N. Irza, Z. Fang, J. Proft, C. Dawson, M. Kiani, and
P. Bedient, “Characterizing the hydraulic interactions of hurricane storm
surge and rainfall-runoff for the Houston—Galveston region,” Coastal
Engineering, vol. 106, pp. 7-19, 2015.

J. L. Gutenson, A. A. Tavakoly, M. S. Islam, O. E. Wing, W. P. Lehman,
C. O. Hamilton, M. D. Wahl, and T. C. Massey, “Comparison of estimated
flood exposure and consequences generated by different event-based
inland flood inundation maps,” Natural Hazards and Earth System
Sciences, vol. 23, no. 1, pp. 261-277, 2023.

W. Huang, F. Ye, Y. J. Zhang, K. Park, J. Du, S. Moghimi, E. Myers,
S. Pe’eri, J. R. Calzada, H. Yu et al., “Compounding factors for
extreme flooding around Galveston Bay during Hurricane Harvey,” Ocean
Modelling, vol. 158, p. 101735, 2021.

B. Juarez, S. A. Stockton, K. A. Serafin, and A. Valle-Levinson, “Com-
pound flooding in a subtropical estuary caused by Hurricane Irma (2017),”
Geophysical Research Letters, vol. 49, no. 18, p. €2022GL099360, 2022.
N. Maymandi, M. A. Hummel, and Y. Zhang, “Compound coastal, fluvial,
and pluvial flooding during historical hurricane events in the Sabine—
Neches Estuary, Texas,” Water Resources Research, vol. 58, no. 12, p.
€2022WR033144, 2022.

M. Olabarrieta, J. C. Warner, B. Armstrong, J. B. Zambon, and R. He,
“Ocean—atmosphere dynamics during Hurricane Ida and Nor’Ida: An
application of the coupled ocean—atmosphere—wave—sediment transport
(COAWST) modeling system,” Ocean Modelling, vol. 43, pp. 112-137,

[33]

[34]

[35]

(36]

(371

[38]

[39]

2012.

A. Valle-Levinson, M. Olabarrieta, and L. Heilman, “Compound flooding
in Houston-Galveston Bay during Hurricane Harvey,” Science of the
Total Environment, vol. 747, p. 141272, 2020.

Google Earth Engine, “Planetary-scale geospatial analysis for environmen-
tal monitoring,” https://earthengine.google.com/, 2024, accessed: 2026-
04-22.

G. Huffman, D. Bolvin, D. Braithwaite, K. Hsu, R. Joyce, and P. Xie,
“GPM IMERG final precipitation L3 half-hourly 0.1° x0.1° V07,” NASA
Goddard Space Flight Center, Greenbelt, MD, USA, 2024, accessed via
NASA Earthdata: 2026-04-22.

NCEP/NWS, “Multi-radar/multi-sensor (MRMS) quantitative precipi-
tation estimates,” National Oceanic and Atmospheric Administration
(NOAA), 2024, available: https://www.nssl.noaa.gov/projects/mrms/.
NOAA CO-OPS, “Verified water level data from coastal tide gauge
stations,” National Ocean Service (NOS), 2024, available: https:/
tidesandcurrents.noaa.gov/.

A. Radford, J. W. Kim, C. Hallacy, A. Ramesh, G. Goh, S. Agarwal,
G. Sastry, A. Askell, P. Mishkin, J. Clark, G. Krueger, and I. Sutskever,
“Learning transferable visual models from natural language supervision,”
in Proceedings of the 38th International Conference on Machine
Learning, ser. Proceedings of Machine Learning Research, M. Meila
and T. Zhang, Eds., vol. 139. PMLR, 2021, pp. 8748-8763. [Online].
Available: https://proceedings.mlr.press/v139/radford21a.html

F. Liu, D. Chen, Z. Guan, X. Zhou, J. Zhu, Q. Ye, L. Fu, and J. Zhou,
“RemoteCLIP: A vision language foundation model for remote sensing,”
2024. [Online]. Available: https://arxiv.org/abs/2306.11029


https://earthengine.google.com/
https://www.nssl.noaa.gov/projects/mrms/
https://tidesandcurrents.noaa.gov/
https://tidesandcurrents.noaa.gov/
https://proceedings.mlr.press/v139/radford21a.html
https://arxiv.org/abs/2306.11029

	Introduction
	Problem Statement and Goal
	Research Questions

	Background and Related Work
	Compound Flooding
	Retrieval-Augmented Generation and Geo-RAG
	Hypercube-RAG

	System Overview
	Data Acquisition and Engineering
	Textual Data and QA Construction
	ScienceDaily Corpus and Domain Mismatch
	Peer-Reviewed Literature Integration
	Expert-Curated Compound Flooding QA Dataset

	Physical Data: Multimodal Sensor Integration
	NASA IMERG (GPM) Precipitation
	NOAA MRMS (Radar-Derived Precipitation)
	NOAA CO-OPS (Water Levels)

	The Data Refinery and Multi-Scale Alignment
	Temporal Resampling
	Spatial Averaging and Station Anchoring


	Exploratory Data Analysis
	Physical Sensor Data EDA
	Dataset Overview
	Univariate Analysis
	Joint Analysis: Precipitation vs. Water Level
	Extreme Events and Compound Dynamics

	Textual Corpus EDA
	Baseline Corpus (ScienceDaily): Domain Mismatch
	Curated Literature EDA
	Corpus Normalization and Embedding Strategy

	Cross-Dataset Synthesis

	Architectural Evolution and Evaluation Methodology
	Iteration 1: Direct Dimensional Embedding
	Iteration 2: Decoupled Multimodal Retrieval
	A Novel Weighted Quality Evaluation Framework
	Groundedness (Grnd)
	Correctness (Corr)
	Completeness (Comp)
	Reference Coverage (Cov)
	Source Usefulness (Use)
	Overall Weighted Quality (OverallQ)


	Results
	Comparative Performance Overview
	Iteration 2 Failure Analysis: The Zero-Score Anomaly
	Iteration 3: Weighted Quality Dimensions
	Predictive Task Benchmarking

	Discussion
	Qualitative Case Studies
	Key Insights and Limitations
	Summary of Findings

	Future Work and Roadmap
	Short-Term Priorities
	Long-Term Extensions


	Conclusion
	References

